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Part 1: F3k. BFr Chapter 1: RESERVOIR DOGS

AR AL MR AR R . 2 T30 ) AR SR A S, R AR IR GEMM 4 T
FEIER RS, B RES . KB S A Zrth AR PRk = R A OC . AKX Project 1) H A 2
oAb BN FE V7 p 008 FH A B Tfed2: SGEMME 6

Project3 UG — & 1E4F 2 HifgFT ASC BB LLEE 1, 78 Hb 38 AU [F] SR 1 6] 7 s i A AR IR 7 6
R eI, T B R B —A) . i LR RIS T C/Cr, BERERE 3 ANEMUX IR Project,
AIRRIX R ELE, el DA EZ M TR (RR IR &l %, Y B ATRERUR R R T . FTLL
FHEE R, OB, —EEM—EE Intel MKL, OpenBLAS iSE{EFH) GEMM KK, LLEH%
AT e XA api, BRI KESHIL.

WE AR, FEFN Project 1152 T R LA HFx:

> ABTA TR THEAE A
o) A ER AR, RO AT RE IR AL s
P Intel MKL A1 OpenBLAS 7E SGEMM _F [ fg ;

B0 A [R] PRI RE B RS, SRECAN [R] R0 AL SRS
MEAFRA T RE M RE, TR B E ER A BT, EEIRATEE A B i 1] o
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Part 2. E&H. B3 Chapter 2: FOUR ROOMS

AT HFATIE OpenBLAS, Intel MKL EL R 37, €S205
Server )5 BH 38 BA%1 o

2.1 CS205 Server The Misbehavers

FATHI L6 504 H 32 22 4E €S205 Server AT . Server
A~ CcPU 3 48 1%, 1 H VMware J1 /8 [EfUAL, 1175 NUMA node &4 1. BLE WK 2.1. FIR, 1% Server
37 FF ssed,avx2,avx512 thEFE 4.

Model name Intel(R) Xeon(R) Gold 6240 CPU @ 2.60GHz
CPU Architecture x86_64
CPU family 6
Thread(s) per core 1
CPU(s) 48
Core(s) per socket 24
Memory 128GiB
Caches 100.5MiB
Hypervisor vendor VMware
NUMA node 1

® 2.1 & CPUIFERE

Server 34T 4 9K RTX 2080Ti Turing 2844 GPU. £ W3 2.21121,

1 OpenCAEPoro, ParaSeis, Gromacs



GPU name NVIDIA GeForce RTX 2080 Ti
GPU amount 4
CUDA Version 12.2
Driver Version 535.171.04
Memory 11264MiB
GPU Base Clock MHz 1350
SM amount per GPU 68

*® 2.2 &t GPUIFERE

Turing 2284 & — A EL 2 ML) GPU B84 . T2 E I, REIX BRIEANAH—T Turing 224, tbin
THXAS 72 4> SM # GPUZ:

PCI Express 3.0 Host Interface
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Raster Engine

Memory Controller

NVLink - Two x8 Links

FEXH, HRAJAEER RS

a4 PCl Express 3.0 Host Interface

a4 GigaThread Engine

a4  GPC (Graphics Processing Cluster)
a4 Raster Engine

@4 SM (Streaming Multiprocessor)
@4 |2 Cache

2 R B-SkIE: SCHER[12], NVIDIA Turing Architecture White Paper
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PCle3 /& GPU &z CPU HVAMLE, & & ilit BE% S fi 5 cpuU #H4T X Tl {53, GigaThread Engine
FAAT GPU 1) OS, HLEFAFZT L —A 0S, X T-UARIE Yl e MR 1, FIhiX A GTE J& B f
HEHIREE RS . WR GPU RN, R0 LLUACH GTE 2 IREA M KEWR, © T PCle3 Kid K
FREE S CEE, ARG IR INEIR YRR GPC AR K S, AR . NERIR M A — N EEETEL
Yot 51 Z& Raster Engine, X /ANRENE T HERIFIEMAZ, FIUIERET . NERTE —FEHE TPC 4L
PRACPRAS, AN AR A M) S B 1 AR SM (Stream Multiprocessor, it ALEEER) 4.

Warp Scheduler + Dispateh (32 threadicik) Warp Scheduler + Dispatch (32 threadclk)

AFHE SM HiZ GPU IS, fhAT57 ST AT RARIE 5,
SM HE AR Z 1~ CUDA Core, LE U EIZ 5 Core, ¥ FIEUZ 5 Core
7k & tensor Core, Turing ZEHJHREH [ 4518 BF RT Core (AR

Register File (16,384 x 32-bit) Register File (16,384 x 32-bit)

Project F] AEIRMEFH 2'E) , H#Al k%L SFU Core®. AT
H S H/N ALU, SM £t 4 /™ Warp Scheduler >Rk43 711 B 45
flifi], Dispatch 2345 Core {1143 K LA 5 4 5504 o

Warp & —MEFHRIKENE, EHR GPA, &SR
PMEZELE R Coreo ELUIEURE] 1 AN BT E 32 NERFETHEIF AT
B, IEHMESER 16 4 FP Core —EITHH 2 K. XFEMITHE
ALY i SIMT, B3R L 2262 . WRETF S R Il T

T SFU

Register File (16,384 x 32-bit)

TENSOR

INT32 CORES

FP32

TENSOR

INT32 CORES

FP32

T SFU

‘Warp Scheduler + Dispatch (32 thread/cik). ‘Warp Scheduler + Dispatch (32 threadicik)

Register File (16,384 x 32-bit)

TENSOR

INT32 CORES

FP32

SRR, Warp 2 484E M Instruction Cache HHEUHT 1484, ik
IXHE Core 7KzE #BAS B M 75 15 5 FLIHE DL

1 /> Warp Scheduler P ) #% 0 v 5 19 45 3 & 17 i 78
register File /1, 1M SM P ZAE Core $0AT LR FESLIIAH ELIE (S,
HEAE D) SM 1 L1 Data Cache, XFf, —A SM PIA{E L
KT o TMANFRAR A AR PR N F A NS, e A N K/

RT CORE
KHi: L2 Cache RHEATHEE.
M E— GPU W AR 7 — MRS E1E, Sk 2 GPU L PCle3 K&k & [F1 3] cPU

DRAM Main Memory I, 73—~ GPU 5 2 ZHUEE . WAk 55 /2 NVLink, el il iE H ik 50

Dz VA (BRI

2.2 RAREE & 38 AT The Man from Hollywood

TEAIR Project HHK H O GEMM BRI B SL bR AEd, FREH B RERR S TR E O
HA R SLAE Y 38 BABIHEAT brifk Il 5

HE 2024 %2 A, BFRLK “B7 HELERNAG 299 NMHFEA S, 10072 AN, BER AP
AT 8823 FIMZI A EIE, HEE 13 M & 116 MRBA MBI HE R K. mELdET “Hi 2.07
(1) 38 BAKI 2 Jos B AR T P 1o P S e s RO BA B, R ARZEL T P FH K. i BA B R SRR AR 40 mT LS Bl > F
PR THE S E], $2 m PSR 2,

A 10.2023 4, “B o7 E# & CPU R34 A L et (AFE 3845 v af)

RALE AR HAE HREHFARA FHNFERE ALK RAEK KAK
v3-64  99.57% 13.81% 0.03 0.06 41 25 11
v3-128  8834%  0.15% 0.01 0.42 9 9 4
v3-6t  93.95%  8.56% 0.01 0.01 15 12 9
38 9833% 16.75% 0.43 0.88 39 25 10
63 96.84% 10.29% 0.02 0.72 11 9 5

3 A DL2E S IX RS SCFE A4 PCle3:  https://zhuanlan.zhihu.com/p/639722704  https://zhuanlan.zhihu.com/p/454282470
4 GPU [)/NRB}FE  https://zhuanlan.zhihu.com/p/406572255
5 GPU ZEMIN4 https://zhuanlan.zhihu.com/p/423129242



https://zhuanlan.zhihu.com/p/639722704
https://zhuanlan.zhihu.com/p/454282470
https://zhuanlan.zhihu.com/p/406572255
https://zhuanlan.zhihu.com/p/423129242

38 BAFIFEAT 36 AN JT 1 A BN A CPU BL5 A Intel Xeon(R) Gold 6338 CPU, H.¥i SN 2 1> NUMA
node, 64 1%, 50MB Cache & 512GB Memory, CPU 37 £ ssed,avx2,avx512 #1544 . 17 s [A]f# ] 200GB HDR
Infiniband Switch #E471815, 1EMV KA 1BM Spectrum LSF i & R Gt AT & £,

CPU: 2 * Intel Xeon Gold 6338
CPU: 2 % Intel #=RABAERE (£ CPU: 2.0GHz, 32 %) ;

38 | (2.0GHz, 32#); 36 7 & 64 2304

K F: 512 GB; W : 512 GB;

2.3 38 AFICPU

2.3 %Y The Missing Ingredient

f£ CS205 Server FZ it T gec, nvee 445, make Fl cmake T H DL K nsight T AEAS I 2% . FRAE I
Ferl X 9w T OpenBLAS (%% J&, OpenMPI LK F#X T Intel® oneAPI Base Toolkit, N7 Intel MKL % & il
Intel MPI, Intel VTune Profiler.

763 B EEERHE A module & HE T BXS AT E . _LTHIFEME T gee, make Fl cmake, 7EUSEIE:A
T2 T Intel® oneAPI Base Toolkit. R AFE P ik 5EIE RFHMERA.

Server/Version Intel® oneAPI Base Toolkit OpenBLAS
CS205 Server 2024. 1. 0. 596 0.3.26
Qiming 2.0 2024. 1. 0. 596 0.3.26
Server/Version nvee 0S GCC make
CS205 Server cudal2. 4 compiler. 34097967 Ubuntu 22.04. 4 11.4.0 4.3
Qiming 2.0 - Rocky 4.18.0 12.2.0° 4.2.1
Part 3: #fE. AN, FW|FHES Chapter 3: PULP FICTION

FR AT T, AT 2 4 5, 208 T AR, AR s s, 5i4b, 78
FEUESR I, A GERATHIN T

3.1 Bl & Butch’'s Golden Watch
PO EIRAT LT HIZ AT A . N BEFRAEH High-Performance Linpack Benchmark (HPL) Hiif-
BEAd s R] 7 B2 HPL timer_walltime.  J:4# fH <sys/time.h>Fl<sys/resource.h>3KHU R Gttt [A] .

double HPL_timer_walltime()

start-6, startu;

fday( &tp,
start tp.tv_sec;

startu - tp.tv_usec;

tp.tv_sec start
tp.tv_usec-startu )

¢ Ja I LA LI Server gee BRI 11.2.0, {HAZBIERE T T S IMARA .
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THRNVE T AERESRIE RS, 22 BIVF 2 SR BENLR R A, LEan sy v SENLAIE L, IBRe i
PRI, T E SR BB A . AR BT ST F R R ARSI EN, BT R N 3R
ATA] BLE AR A N FE T R SR ZBIRTH0 (0 cPU R E2F S . FRFF AR IE) BT, Rk
OIRPREE, T2 HAT I I TR IR IEZS 204 o DR T6S T 3 B B THEAT 2 i, HEERIN ()7 20 /1
Ut B 5 RBRAIFEEEAHRRMATR THRBRER

IBATREFP IO i, 2% RBLE SRR
SRR IRE P AT 585 N T BN R I
M B ) G — R AT I A
A7 4

éczmoe@® --u

3.3 {54 GEMM ;X api 5 EBE Structure i&it Vincent And Marsellus’ Wife
FATHI FIER A E S SGEMM AL I — 4 - ‘B 4% BLAS(Basic Linear Algebra Subprograms, FEfhk 44X
BREFE)T Level3 B —NEEFRET . EAN T i ik 2 FRAT] Project W H AR, I ARBNIZEE © 2KE
et a4, ZOMIZBERRINZF OpenBLAS KA AT, REBETHE api FKALRFEE.
1E BLAS FEH, MBI TR AT 3 1 Level levell SZRF[AI & 8] (O4R4E, WxcH#, f3k; level2
XFFIR B SHRE A AR, leveld SCHRAFEFE S 5EFE 2 M #R1E, GEMM g2 UM EE m %, HIRZ
H5k & SGEMM Il DGEMMI[261, GEMM o R X A —Fh bR iz 41 .

C < aAB+pC......(3.2.1)

MILE[26] Bk GEMM IHIAN, —IH XA LM MASEL Nl T — k.

options dim scalar matrix matrix scalar matrix
XGEMM ( TRANSA, TRANSE, M, N, K, ALPHA, A, LDA, B, LDB, BETA, ¢, LDC)
Parameter Explain
CBLAS_ORDER AT BT ISR T 7 56 i
TRANSA: FEPE A e T E
TRANSB: FEPE B i
M A BIAT, CHIAT
N A %1, B AT
K B 1%, CIHF)7
ALPHA 230 3.2.1 Hif alpha, B4l f)3feik L 1
A FEFE A
LDA Hi[% A 1] leading dimension
B FiFE B
LDB 4% B 1) leading dimension
BETA A3 3.2.1 I beta, FAALIIRIEEL O
C HEME C
LDC Hi[% C 1Y leading dimension

T FEEXEN MNK #E A, BB ENIE 5% https://blog.csdn.net/yutianzuijin/article/details/90411622
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BATBERBHIEZAHPMA LA ZE, BRBIITSEFINBLNE—NSBRAENRL.
AT A K 2 AE Server FHTINA A B, A WA ] RELE W JE N 45 2 A2 —ASFHE1 BLAS Hisk, X2
Jack Dongarra IR, B 548 A 1 MKL. (H 23R ] DUE % OpenBLAS RIS MMM AN S5, fE5
L S ELERATT B CRH B TRRVE R R i — AN 0, LSRR, ERE Ry B 2

FA112:EFE OpenBLAS [IFEARTDS, 2K I OpenBLAS A& IX FE U R e 1) «

BLAS WJKJZ/r A 3 2, #NZE, WahE, UAKLE.

interface/gemm.c Interface SGEMM?
driver/level3.c Driver FEFREERIS
x86 assembly Kernel iCHmitE

BLAS {EHEILE] SGEMM(VIAIIZHUR, B2 HEN Interface 2. 1EIX B BLAS 20 M (195 Bk AT i
1, PO A S I (1) 2 gemm.c T —BOHIBHE BE R S B IOE Y, BEJS AR
e LIRS UK R B RAT T 5219 Driver.

transA = *TRANSA;
transB = *TRANSB;

min_i m_to - m_from;
TOUPPER(transA); listride = 1;
TOUPPER(transB) ; ’

transa = -1; (min_i GEMM_P * 2) {
transb = -1; min_i - GEMM_P;

(transA == 'N') transa 0; } {
(transA == 'T') transa 1k (min_i GEMM_P) {
#ifndef COMPLEX 5 . - : = .
AT min_i = ((min_i / 2 + GEMM_UNROLL_M - 1)/GEMM_UNROLL_M) * GEMM_UNROLL_M;
| (transA LGN transat="1; } {
#else 1l1stride
(transA 'R') transa 2 .
(transA == 'C') transa = 3;
#endif }

D) )

1t Driver 255 4 AL BEFNAE4ik, (LS5 S 0 EIFA cpu b BN BE S, Bli Sydtamikt
i CPU R FIFE S HER FAT IO, SAr AT Be, i () o E—TIERH% S, BLAS &
## N Kernel 2.

Kernel |2 I8 B LB 5y, N T AR MIAL, OpenBLAS F T ZF ik LA /NEREL 11X
SENRLEREL (B 3 A0 small_kernel) 5 2.7F x86_64 -5 {#H AVX512 844 (F 3 441D 5 3. X HRE#K I
FINFERER G T (B 4D, RS Project2 AR, IXFEN] LA/ HAT BIIC St 4 44 1! B
RIC ARk T2 (B 5) .

(3)

8 WA >]:  https://blog.csdn.net/xqch1983/article/details/137585755
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Il_kernel_permit

Il_kern:

Il_kernel_tt_sk

X8 (BLASLONG

.macro KERNEL8X6_
-16 * SIZE(AO), %ymm@

Vmovups
vbroadcastss
vbroadcastss

VFMADD231PS_(
VFMADD231PS_(

vbroadcastss
vbroadcastss
VFMADD231PS_(
VFMADD231PS_(

vbroadcastss
vbroadcastss
VFMADD231PS_(
VFMADD231PS_(

addg

addq

decq
.endm

$ 6*S
3 8%s
%rax

1, FLOAT

ap, FLOAT “xo, FLOAT 'y, BLASLONG Ldad, FL

(4)

SuB

-4 * SIZE(BO), ¥ymm2
-3 * SIZE(BO), %ymm3

%ymma4 , %ymm2 , %ymme )
%ymm6 , %ymm3 , ¥ymme )

-2 * SIZE(BO), %ymm2

-1 * SIZE(BO), %ymm3
%ymm8, %ymm2 , %ymme )
%ymm1, %ymm3 , ¥ymme )

@ * SIZE(BO), %ymm2
1 * SIZE(BO), %ymm3
%ymml2,%ymm2, %ymme )
%ymm14,%ymm3, %ymme )

1ZE, BO
1ZE, AO

(5)

T Az, ikt 7 HCCR/N GEMM BLAS, {##% GBLAS®:

Matrix

|- Makefile
F— driver

| L init.c
|— gemm. h

|- interface

| F interface.c
| L time.c

|— kernel

| L gemm.c

L main.c

EMHE T MNK J&5, Xt
8 T 25 K 33547 10 21 Jg T a2
—MRE S ijk Ferkiib
J7i% . 7 Project2 B T4E
BAVHIE, ijk fEALE 03 ik
TN % 4w B N A FH B A7 A
7 ik CgRiE S, ke
TERT DA X — I 9 15 &
(A, AT ARG A0 2R
[

BATHI N T —
Fo BRI Z AL,
AR — AN 7Kk oz Hh T bR
P, BARFT AR, AT
B AWBONI i T B4
AR FE TR, B4 RAE
EZEl =W ol VI N /SN
PLH GPU JF 4.

TiHAE ] gemm.h %82, CMake ¥, BIE T Matrix 45H533E47 5% .
TEAE A, F PR Interface JZ2THI 1 B8, 5t nT LAY L HLRE , SGEMM
CHSERT DL I — AN 230 R 257 Interface 2, {H/2
FINATH EALEMFENE S, MR AER—1H

TEH RS Tk B RIS , SEUEAE N Driver 2. 11H & MKL B¢
F# OpenBLAS, Driver 51 2 AH B 5052 2 o an S & FK LI ) SGEMM, Driver
SEEL KRB Kernel FEATiHE . Kernel E W
HLR L, tntAgl AVX2, i /2 Driver TS

5,

JE R FIWTRE A KD

B, FrH .

/,IIIIHiHHHIIII\

matmul_plain()

matmul_improved()

~ @@

lllllliiiﬁiiillllgl

sgemm_self

struct Matrix

l | I

sgemm_Op
enBLAS

timer J [gener.a_te_rr) [freeMatrixJ
atrix

L cblas

OpenBLAS/
pMKL Self Float * data;

9 GBLAS ff] Makefile f1 generate_matrix /735 GPT 4HBhA: Ao



<stdio.h>
"gemm.h"

enerate_matrix(rowsl, colsl); ;
ge £ A g 3 CFLAGS = -Wall -Wextra -Wpedantic

generate_matrix(colsl, cols2); LDFLAGS = -lblas
generate_matrix(rowsl, cols2);
all: main

double timel HPL_timer_walltime(); main: main.o kernel/gemm.o driver/init.o interface/interface.o interface/time.o

s um_OpenBLAS(A, B, C); $(CC) $(CFLAGS) -0 $@ $" $(LDFLAGS)
double time2 HPL_timer_walltime(); o: main.c gemm.h
$(CC) $(CFLAGS) -c -0 $@ §«
GEMM_Print("Time elapsed: %f seconds.\n", time2 - timel);
: kernel/gemm.c gemm.h
$(CFLAGS) -¢ -0 $@ #<

nit.c gemm.h
< -0 3@ %

freeMatrix(A);

fr trix(B); nterfa interface/interface.c gemm.h

freeMatrix(C);

@;
d5

rm -f main main.o kernel/gemm.o driver/init.o interface/interface.o inter"Fa(ejtimE.d

ATLAE R, FAIH main BRECE KRB, AT LA &2 Project. HLIM I 3 25 FRAT AT DAL Hi R4 £
proaihl o= e s A (BN

TEE A RFERERS, FRAKIAEH malloc BRE2 IR . 7E 7] B 2] 60K x 60K /& A I, malloc 234
FEABLHRINAT, M-S segment faulte GPT 45 1 772 H linux mmap B, XA BRELSTETE ATk
FER I 25 (), 4R — B N R 2 ER I S B bk, Bhid D@ n LW AE, @it —A4
B R M . AN IR FE IR K ER malloc AH AR Rk — 2 PR RE IR R o ASId S BATT I i o IR vk
SR .

[E TP mmap(memory mapping)

mat->isTran T WA
mat->data c RO o)

M
~ AP P
=

i
! rame H

ol ! i -
H i

!
'
.
LT ] 1
. - s

Y 5%

3.3 HE-BEEHELANX Pumpkin And Honey Bunny
TERE P b, JRATTE AL N BER P e s /D48 4, JEEE R nT R A Cache Ji. TITEZ A% HTEFHAT
SAMNRER, EEEERRA. XR-ANERM ARSI TR, mRAE T THE: v

1. Parallel Computing
Amdah!'s Law: XA 3 HE B FAT4G & AT B9 AT 4R TH RO RUhe

10 %t mmap NEEIA4H:  https://zhuanlan.zhihu.com/p/691717824
UOEH M ARERIEAR T, KRBT EHLE & N A IE T R PR E . 188 — A NEEZ KT OpenMP (116
TR AR M@ S, BT LU S5 SO 30 E .
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2.CPU
CPU Time = Instruction Count(IC) = Cycles per Instruction(CPI) x Clock Period(T.)

3. Cache
Cache Rule:

K/NA N B EBAHBAA N N/2 1) 2 BRI B R E A Z . 12

Hit Probability in Cache™:
=-1

()(=) (—) )

=0

JE R T —3A A associativity, B block ] Cache, FEAZEHES D TSI T 247 iy T (IR 513,

Effective Access Time:
Effective Access Time = Hitrate X Cache access time + Miss rate X Lower level access time

4. GPU
GPU V% iis H 3L I41H Peak FLOPS:
P = FP32 Core x fgpy * Operations per cycle

RRRRTNIRI LAY

N

Part 4. SGEMM iz, MZL Chapter 4: THE HATEFUL EIGHT

ARATRAVGBEATHRE ijk, OpenBLAS, Intel MKL £15%5 AN [R] /N PR ERRS 2 V57 A0 HI0HE I 1) B0 k) 00k
FATEA RIS EIMAZERE b, SR EAENA S R FIRN, FATSWEN F A S, o
EEAESE

HATESEE Server 15U Server L5231 1A 2 (0TI, VF 2 IREE P80 I IEH 84T, 1E 64K x 64K,
40K x 40K LA A W AR 2 S8 B B . N 2 i i i e R P LA A, TR N 5 MR
BB AR 0 O o O 1A DT R, W SRR IRIEAT TR ECh 10 MUBON Bt . (R A 9

2 HEHAR RGN BT 5T https://zhuanlan.zhihu.com/p/675410026
B BARR) A RS E R S R7IMM 3.
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CS205 SERVER

[ Plain_log [ OpenBLAS_log [ Intel MKL_log

TKXIK

128x128

£

16x16 128x128 1Kx1K ( 40Kx40K 64Kx64K
OPlain_log -5.39794001 -2.32661042 0.800430088 (0] (0]
OpenBLAS log| -4.94309515 -3.09274992 -1.84618514 -0.28394488 1.745291885 (0]
Intel MKL_log -0.29334963 -0.22177493 -0.12759779 1.52742549 2.116795396

Intel MKL log (blue)

18 16 14 12 g 6 2 0 v 4 6 ¢ 10

I -
I 5 20

o] BN OpenBLAS  Intel MKL Plain T e ﬁ@;

16x16 0.0000114  0.508921  0.000004 o U ) s o

128x128  0.0008077  0.600102  0.004714 ‘%198 S S . ,#—__l

1Kx1K 0.01425  0.745422  6.315825 166 1642 | -0.974 [l

8Kx8K 0.520062  33. 684142 e . 5 4 2 4 & @&

40Kx40K 55. 6278

64Kx64K 130. 856529 OpenBLAS log (erange)

ZJa BAAE R W E3#EAT 1 I

Joi B38 A%

[ plain_log [ OpenBLAS_log [] Intel MKL_log

64Kx64K
| ——————— —
8Kx8BK

1Kx1K

]
128x128

& I 3|
16x16

= el

128x128 1Kx1K
Oplain_log 4 -2.51534433 0.184299537 3.327311204
OpenBLAS log .8096683 -3.41154117 -1.97939843 -0.48100597
Intel MKL_log -1.65624686 -1.39188599 -1.13193187 -0.34646044
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Problem Size OpenBLAS Intel MKL plain

16x16 0. 0000155 0. 0220675 4. 50E-06
128x128 0. 000387667 0. 0405615 0. 0030525
1Kx1K 0.0104858 0.073802 1. 52862
8Kx8K 0. 330365 0.450339 2124. 766469
64Kx64K 152. 07 71.3537

708 B BRI S TN K, AT AT LA 2 = Fh S8l 77 v 10 XAl 76 /N s Y, B4R A plain
TiE SRR, 1X 2 K4 OpenBLAS Hl MKL IEZEAL 2, Plain J7 L EAR EB5E T HFE . (HRR P
REPE LT OpenBLAS S T E 5. MWIL4RS 04, IXRJ2 A OpenBLAS 1E /)N U ML 11 i b
Feik B TR 204G, T Intel AR R XM N A2, WSCES]T LG H, f1ERLE
F T W8N RIRAL, B2 3RA1E 3 AR 5 3 AVX2 B8 AVX512, XEANE ] cPU A5 R HAS
[ [’) OpenMP Z6F2, AN[EIISRES . & B /N T 16 1 128 MHEFE. (HARRAZE, XML
OpenBLAS [ BE4F...... CAJRE AT 72 T8RN TR 2 al, XA BUE B St 2ot ik 17O

HA2 MKL ERFERE T 5 _FE B T OpenBLAS. 1E 64K x 64K A5 X F— 5 I B . AR 4% LART
KRR, KEEFE AR ALER & MKL Be 4, 7EHL HPL B 24— F I Intel MKL. AN MKL J2& /54 i 2
(1?2 e RS — T TRELIEHRAITMZMNA VTune.

FATXF Intel MKL FIT OpenBLAS 43 il 4T 4347

Top Hotspots
n

Module

[MKL BLAS]@avx512_sgemm_ker@ 1ibmkl
wait_for_work Tibmkl_intel
generate_matrix MKL_muTtiply
_kmpc_critical with_hint Tibiomp5. so
rand ibc.s50.6
[Others] N/A
Effective CPU Utilization: 12.7%
| The metric value is low, which may signal a poor logical CPU cores
utilization caused by load imbalance, threading runtime overhead, contended
synchronization, or thread/process underutilization. Explore sub-metrics to
| estimate the efficiency of MPI and OpenMP parallelism or run the Locks and
| Waits analysis to identify parallel bottlenecks for other parallel runtimes.

Average Effective CPU Utilization: 4.049 out of 32

: Collection stopped.

: Using result path ‘/data/S12211612/haibin/Project3/OpenBLAS/re@lps’

: Executing actions 19 % Resolving information for ‘matrix_multiply'

: Warning: Cannot locate debugging information for file ‘/data/S12211612/haibin/Project3/OpenBLAS/matrix_multiply'.

: Executing actions 19 % Resolvil information for * linux-x86-64.50.2"

: Warning: Cannot locate debugging information for f. */1ib64/1d-1inux-x86-64.50.2".

: Executing actions 19 % Resolving information for ‘libc.so.6'

: Warning: Cannot locate debugging information for file ‘/1ib/x86_64-linux-gnu/libc.so.6'.

: Executing actions 21 % Resolving information for ‘libopenblas.so.0'

: Warning: Cannot locate debugging information for file ‘/lib/x86_64-linux-gnu/libopenblas.so0.0".

: Executing actions 75 % Generating a report Elapsed Time: 1.120s
Total Thread Count: 48

FATREE Intel MKL HIFA &
=

Project Nav... + [J & [|| Welcome r001hs *
~ B C_MMatrix Hotspots ® i INTEL VTUNE PROFILER
\alysis Contiguration -Ollection Log ummary ottom-up aller/Callee op-down lree lame Grapl m
r000ps Analysis Confi i Collection L Si Boit Caller/Call Top-dt i Fl Graph  Platfor
001 Grouping:| Function / Call Stack Call Stacks b =
r002hs
Function / Call Stack CPU Time ¥ > Module libmkI_avx512.50.2 | [MKL BLAS]@avx512_sge..
r003hs [MKL BLAS]@avx512_sgemm_ker0 4549.619s libmkl_avx512.50.2 libmKL_intel_thread.s0.2 | do_work+0x668
r004hs i
generate_matrix 60.212s | MKL_multiply libmKI_intel_thread.s0.2 | omp_paraliel_acopy_lo...
r005hs i
[MMKL BLASJ@?VXS’:‘ZZSQ’W"'J"W'D” iiii:s :'Emkti"xmz'so'z libmki_intel_thread.s0.2 | gemm_omp._driver v2..
[006hs b cotical ik hin = [ibiomns = ublisin ki hilbal
T libiomp5.so | [OpenMP dispatcher]+0x172 - kmp...
r S
p T + 0s 205 405 605 80s 100s 1208 1405 1605
r008ue Thread |
2| OMP Primary Thread #0 (T1... € [ Running
r009ue : am
i El OMP Worker Thread #30 (Tl... 4 sa CPU Time
a Spin and Overhead...
oAlie OMP Worker Thread #63 (Tl... 0 ® CPU Sample
isue OMP Worker Thread #61 (Tl... e
tilization
r013hpc OMP Worker Thread #42 (TI... 1% s CPU Time
» I Java_Matrix OMP Worker Thread #38 (TI.... #a Spin and Overhead..
» B sample (matrix) OMP Worker Thread #60 (Tl...

OMP Worker Thread #55 (TI...

OMP Worker Thread #31 (Tl...

OMP Worker Thread #41 (TI...

OMP Worker Thread #51 (Tl...

OMP Worker Thread #52 (Tl...

OMP Worker Thread #16 (Tl...
OMP Worker Thread #59 (TI...

OMP Worker Thread #56 (T1...
OMP Worker Thread #58 (TI...

OMP Worker Thread #21 (Tl...

CPU Utilization

FILTER 100.0% o | [Any Proce v | | Any Thread ~ | [Any Module v | [ Any Uti | | [User functior v | [Functions | | Show inline v |

H oor @ECLMO@EIE ~=woo vam, s

1 ASC L R FAT S T SCE(L5], Intel MKL 7E/NIUSERE R AR (K955 0, IibAT] o
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Effective CPU Utilization Histogram
This histogram displays a percentage of the wall time the specific number of CPUs were running simultaneously. Spin and Overhead time adds to the Idle CPU
utilization value.

100s—

80s

Elapsed Time

60s—

Target Utilization

405

205~

Average Effective CPU Ulilization

0s-

Simultaneously Utilized Logical CPUs

TR R RS IR HE R, AN E AR . FEHRERIGRL5E S, OpenMP B4R G 63 4~
Worker Thread, MAII& [FEBIF4G TAE. AERIE, X CPU LRFETE Spin EFAPIRA IR JLF—2, H7E
FEF ORI IEAT 1 Spin, HED ] B8 2 AEBEATEU [F 20

MKL PR RS e AT E TR 1 64 M%, KH T 63 It dh, I HR AT REHUE cpu (1l A%
T Bipi. I MKL A T BREEACRSIE 2 FRAT1E Caller/Callees

Hotspots ® INTELVTU
Analysis Configuration  Collection Log ~Summary Bottom-up  Caller/Callee  Top-down Tree  Flame Graph  Platform
Callers CPU Time: Total ¥ (2| CPU Time: Self » |
Function Eeive TS | [MKL BLAS]@avx512_sgemm_ker0 100.0% 4549.619s
I do_work 100.0% 4549.619s
[MKL BLA|| 95.6% (D omp_parallel_acopy_lookahead 100.0% 4549.619s
generate || 2.0% | v gemm_omp_driver_v2 100.0% 4549.619s
[MKL BLA| 1.2% | [OpenMP dispatcher] 100.0% 4549.619s
__kmpc_d| 0.0% __kmp_fork_call 100.0% 4549.619s
rand 0.7% | [OpenMP fork] 100.0% 4549.619s
[MKL BLA| 0.2% | v gemm_omp_driver_v2 100.0% 4549.619s
__kmp_fo|| 0.0% [MKL BLAS]@sgemm 100.0% 4549.619s
func@Ox4| 0.1% | SGEMM 100.0% 4549.619s
_ kmp_wi| 0.0% sgemm 100.0% 4549.619s
sched_yig¢| 0.0% v cblas_sgemm 100.0% 4549.619s
omp_pard| 97.1% main 100.0% 4549.619s
[ld-linux-x4| 0.0% __libc_start_main 100.0% 4549.619s
memset || 0.0% m 100.0% | 4549.619s
IMKI Rl All 97 10, IS

nLLER], FBIFAEEN T Project2 ATIRZ LI _start F1__libc_start_main 530 pR %L, 285 1EAFRAT
) main BRECH . B, BEGENE] MKL ) SGEMM R+ . [MKL BLAS]@sgemm 2 Intel MKL f] Interface
=, 'BR31T gemm_omp_driver v2 driver. i£? X v2 A ARG 2 AL BB 1) IE 2

Intel® Xeon® Processor E5 v2 Family
Filter: View All | Embedded | Retail Box | Server

47 Products COMPARE ALL

Max Turbo Processor Base
Product Name m Total Cores Frequency Frequency Cache TDP

: 10 MB Intel®
Intel® Xeon® Processor E5-4603 v2 Q114 4 2.20 GHz 2.20 GHz 95 W
Smart Cache

FAFI MKL SEEERER) 6338 2l 2 ARALEE [, (HRZIXHETF G, K 6338 £H =ANEH, Intel B4
HEH KK CPU R ANNIRNE ? 4 IRIX — P& 3R BN

[B] 21| 1E /8, v2 driver JF 5 OpenMP fork, BEJ5 dispatcher 73K fir4 (2 v2driver) , acopy #% D1 ¥,
B JE UG avx512 [ sgemm kernel. AT LA H, MKL FIEARZERIER OpenBLAS —FF, J&32 11-IRE)- N 1%
=8k
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BN R A A 21U, kernel @Rl —AN5E K 0 A WLES, BT A FMESE KT 2%, HiEAa L
WEH, BlEE H— S e 3 T s . SRFRIIE, K AT 100ms, 7 & 5 B AN 1
o MKL BtGAE — A E BE L UL K 2% Project /ML, FEHK KA A TE KK ST, 4RIEHT
PO

FA1H: T KB FE OpenBLAS.

Effective CPU Utilization Histogram

This histogram displays a percentage of the wall time the specific number of CPUs were running simultaneously. Spin and Overhead time adds to the
Idle CPU utilization value.

13 5! §!
2008 E = Hi
3 2 £

g 31 31
1505 g: 5:
5

2| =]

1008 §| |
5 i

505 §’| !
31 |

Ed |

.

Simultaneously Utilized Logical CPUS

OMG! OpenBLAS RIEMUAT 4?2 N AVR AT 32 M2 FRTE Vtune [IZ 1T i 8] /2 384.76s, Intel 52
171.543s, PEAEIREIIIX AM))E !

CPU Time: Total [«] [»]
Function CPU Time: Self ¥ Module Function (Full)
Effective Time Spin Time Overhead Time

4734.666s ‘ libopenblas.so.0 [ sgemm_kernel
sched_yield 0.0% 7.8% 0.0% | 425.632s | libc.s0.6 sched_yield
rand 3.7% | 0.0% 0.0% 200.552s | libc.so0.6 'rand
sgemm_beta 0.7% | 0.0% 0.0% 35.592s libopenblas.so.0 sgemm_beta
sgemm_itcopy 0.3% | 0.0% 0.0% | 14.807s | libopenblas.so.0 sgemm_itcopy
generate_matrix 4.0% | 0.0% 0.0% | 10.780s | matrix_multiply generate_matrix
sgemm_oncopy 0.2% | 0.0% 0.0% 9.314s  libopenblas.so0.0 ‘sgemm_oncopy
inner_thread 82.4% (D 7.4% 0.0% 8.279s libopenblas.so.0 | inner_thread
func@0x4007c0 0.1% | 0.0% 0.0% | 6.298s  matrix_multiply func@0x4007c0
func@0x82860 0.0% | 0.0% 0.0% | 2.270s | libopenblas.so0.0 func@0x82860
blas_thread_server 79.7% 7.3% 0.0% 0.230s libopenblas.so.0 | blas_thread_server
exec_blas_async_wait 0.0% 0.0% 0.0% 0.020s | libopenblas.so0.0 exec_blas_async_wait
_start 6.7% 0 0.3% 0.0% Os | matrix_multiply '_start
__libc_start_main 6.7% 0 0.3% 0.0% | Os  libc.so.6 __libc_start_main
start_thread 79.7% D 7.3% 0.0% 0Os | libpthread.so.0 | start_thread
main 6.7% 0 0.3% 0.0% Os | matrix_multiply main
clone 79.7% D 7.3% 0.0% 0s | libc.s0.6 | clone
cblas_sgemm 2.7% | 0.3% 0.0% | Os  libopenblas.s0.0 | cblas_sgemm
sgemm_thread_nn 2.7% | 0.3% 0.0% | 0Os | libopenblas.so.0  sgemm_thread_nn
gemm_driver 2.7% | 0.3% 0.0% 0Os | libopenblas.so0.0 gemm_driver
exec_blas 1| 2.7% | 0.3% 0.0% 0s| libopenblas.so0.0 | exec_blas

BR Intel NFEIfF)J2, OpenBLAS HH¥CA Eon B H TS BRI E), RA— AR cblas_sgemm £
5 gemm_driver, 2 J5ltiE N EI5EFE ) oncopy Al kernel. Aid, ‘B MKL £ T —4> sched_yield, X /&4t
LIE? A AE ik Spin?

TEM 48 2% sched_yield, KIVEEIRZE—A Linux B3, © Mot mBt S ., vedl T W RE
B IhfE, 2T BT SEBRI VR, B shedule(), BEREFLE L T, 105 —ANEOEERE H9E T cpu.is,

sched_yield ik CPU 5, ZZ&REATHEGIRAS, MR sleep 5, RFEATRHIRRAS, Melg)5 2%
HONFREIRS A REPAT . X —H—HR oS, FrLlE i E2r A iE R 45

15 https://zhuanlan.zhihu.com/p/363791563
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TIMED_WATING

EITE
sleepBTEEER sleep(mills)
joinQ
CPUBE
NEW start 3 | runnsate RUNNING | runtaiFses  [TerMINATED|
FERE Fr= v Hw!?f;ﬁ% BT interrupt Bl
yiel
synchronized
SERSRATIRE it
AP iR
BLOCKED notifyd WAITING
IBE=HE notifyAll] TS

JFokbntt, Eokunt, EEMACIZRRIFERER . BREAOEFABTR LI, RS —
ANRFERT S, X ST AR Spin time AEE K1 . AT AW ?

fFanMiEE, 451X B2l OpenBLAS ¥ OpenMP % ? BEH BB WA A . I+ H CPU 1) Spin 41
FARH E, BERAMGREMATT R, MREEET AN, MEE LK OpenBLAS J& £ i FE 1A 2

0O:

matrix_multiply (TID: 22174...

Thread |

blas_thread_server (TID: 22...

blas_thread_server (TID: 22...

blas_thread_server (TID: 22...

blas_thread_server (TID: 22...

blas_thread_server (TID: 22...

blas_thread_server (TID: 22...

blas_thread_server (TID: 22...

blas_thread_server (TID: 22...

CPU Utilization

Thread v
| [ Running
i CPU Time
M Spin and Overhead...
[J ® cPU Sample

CPU Utilization
s CPU Time
i Spin and Overhead. ..

AW T, KB LA N TR G 3 (0 ] 2

A
T
=

\/_,.

] 2

P: v = i fos
matrix_multiply (TID: 704159)

[OpenMP worker] (TID: 704...

Thread

BERRIAT TR A— 2

make USE_OPENMP

| libopenblas.s0.0 ! exec_blas._omp_fn.1+0x61

| libgomp.so.1 | [OpenMP worker]+0x14d - team.c...
= libpthread.so.0 ! start_thread+0xee

§ libc.s0.6 ! clone+0x42

I Running
aa CPU Time

[OpenMP worker] (TID: 704...

#aa Spin and Overhead. ..

[OpenMP worker] (TID: 704...

(] ® CPU Sample

[OpenMP worker] (TID: 704...

CPU Utilization

[OpenMP worker] (TID: 704...

#aa CPU Time
s Spin and Overhead...

[OpenMP worker] (TID: 704...

[OpenMP worker] (TID: 704...

CPU Utilization
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A=, SH]

OpenBLAS ] OpenMP JESRZEF I, IFIXPILTFEN 2 71 5 . AEESE, A OpenBLAS 7E 2 i
2R AT B R & ?

TR T & [29], Xk & PR OpenMP Z WA SLHLT . OpenMP 1§ F fork-join F-4T AL,
FEFP UG AT AT, BRI A — A 62, SRS AEB B P e SUR AT DX gt — 226 FE . fEJFATIX
W2 W, ZAEREAT DLAT A R ARG e, Bl AR SL M R AT HAT A R AT S

fork join

PRFHTE (evel1)

SNBHATIEL (level=0)

MARGZHKUL, OpenMP TEFATIH R HAE KRG HILFE, XULRREEYEE 20 B B FRATTAR 55 25 10
BARIIZA cPU k.

user

| |

shell OpenMP program
environment variables directives runtime functions

OpenMP runtime system

operating system - threads
1% 2.3 OpenMP £ R &5 H

A2, BEAk OpenMP 2B AN BLLAEMEI e ? | |, KRI 7L LA B DOALL 1§
INRFERE, X A R o gk i BRI T B R BE R . IR S B B0 % 2 S e 1R A B R PRy R AT
TEIRHIERE . {H /2, DOALL BHVEAS— 5 2 B i 00 FE BV, B A7 76 il B0 JUANBE 3 347 140 1A R B33 4
DOACROSS ¥ i 52 SR W Sik o A DG I A 0T LUE B SCE[30], X B4 1 JLF OpenMP i B2 IALH .
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2.1 JUHEERER LS st L

W | EESH ij? o o
TE N AR
HAEH T L2 B8
e SN RS
b 1| masE IO 25 4 7 6 B T A 3
#.
RT3
L
= NIy :
e MEROMRLER. | o img, SaLm
K A p | RERDTBERBNE | o o 47 1 0035 BR K
2t & AT I 2E AT 08 IR 2 T 9 | g e
: : i
i .
ey Ry
ggﬁ;ﬁmﬁﬁﬁ%z ST R, T
g iy BAE T H AR £ 45 58 i
| = S B e p e p s | TEETT SRR R
i | PIn[N/P] R/P el e 1 1 5E AR
e L0, FRBEPETAE | o o i 8 ek
BRI R | T
. :
B A | PLadin(N SR GEREEAG |
Py R/2P B, LT AR G = N e AN i

UCARATRTLVE S, AEEENUAI 2k, SRATER I OpenMP IRHR R AT A S LI BIN, tifh Ril
FIT A BT 55 A B AE R — N 8] 58 J o X W AR BE ] B2, (FL FRABEOR B4 FE 1Y) Project HLI X, Tk
MEXANEIEE ZHE T, IR —E 220Dl — R ERARE. TR AR, H3IRI151 OpenMP,
BEMaitraREE, =B A UE D omp barrier, WAUTH LR ENIA barrier, FEF A GEARLE N 2,
%34 BRELERE
OpenMP i {44 A 1) OpenMP #5110

#pragma omp parallel #pragma omp parallel

{3 {

#pragma omp barrier

'
#pragma omp for #pragma omp for nowait
for(...) for(...)

L.} £}

#pragma omp barrier

#pragma omp sections #pragma omp sections nowait
} f
v !
#pragma omp section #pragma omp section
Lo} {3
#pragma omp section #pragma omp section
£} ()
) i

#pragma omp barrier

#pragma omp single #pragma omp single nowait
{.} Lo

#pragma omp barrier

#pragma omp parallel for #pragma omp parallel
{..} {

#pragma omp for nowait
(.}

#pragma omp barrier

}

#pragma omp parallel sections #pragma omp parallel

(i) {
#pragma omp sections nowait
f 1
R
#pragma omp barrier
1

’ ]
[N - L ) Y Ao gy oL o Fhe— 3 i " P - A L
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X RHEA =AM . DLRTERXS OpenMP [FIER Gt @ EATTINAT ARRS,  for D& A mh v LA B Wf i 1 fyr sk
T HEAERX THEMNELE. RAEEEAEA L S, HX SRR,

Y ERATT A (8] B — ANl A0S OpenMP, OpenBLAS Z Rl /& /B4 A 31X AN 32 4~ Worker ZEFE 1
We ? FRaxX BRI R 9 30 () OpenMP IS HEAT 1 AT, JEHIRTEAE OpenBLAS JT /8 22 i (4R HS :

OpenBLAS - OpenMP
Address Source Line Assembly CPU Time: Total CPU Time: Self
Ox2aed2e 0 Block 23:
Ox2aed2e © movq ©x28(%rax), %rdx
Ox2aed32 © movq ©x20(%rax), %rsi

Ox2aed36 © movq ©x8(%rax), %r9

o joy =~ ORI iy

Ox2aed3a @ callg %rile 60.8% 0s

OpenBLAS - pthread
Address Source Line Assembly CPU Time: Total CPU Time: Self
Ox2aed2e 0 Block 23:
Ox2aed2e © movq ©x28(%rax), %rdx
Ox2aed32 @ movq ©x20(%rax), %rsi

Ox2aed36 © movq ©x8(%rax), %r9

o joy =~ ORI iy

Ox2aed3a @ callg %ri1e 60.8% 0s

WLVES], WAMAEICREE TSRS, B cll FFRKRBRNNE T . affas BRAE TH 4347
TR,
IEHFLONELTIAKISRS, B AL Z 3 B T AR I EDEFE: libpthread.so.0.

start_thread + Oxee ([3 view disassembly) SopIeAd 500l StartE hicad+OxGe

libpthread.s0.0 libc.s0.6 | clone+0x42

F K OpenBLAS F 1) /& POSIX bR BL [ pthread ZEF2 2 . POSIX J& W] S HH 2 4F R i % [ (Portable Operating
System Interface) 1455 . ‘B /& 7E IEEE 1003.1 FrdE T X T N HFET (UL AT 44T Shell FMISEHFEFHEIT)
HUNIX #E RGEZ A TG S EHY. iR BLAS FEA ERELE & Al CPU T R ¥ B KIATE—#F, POSIX [ H
FREt 2 P AR, X B e T A2 M.

B2 EEAHH AL 42, OpenBLAS 7E{EH 1 POSIX JE KX T OpenMP, FIHEIX HLI4Z ] OpenMP i
S IEAE LA apie (HJE BARIREAHIFL. (HiE, FATLAUUE OpenMP R POSIX JEJZ LR A T H 4. X
BLE 5 AFRATHT Shared Memory Programming Model | o

OpenMP {8 POSIX pthread B4 X FIWe ?

XN R, BT VA 2T IIZRE, BN B S EdE, EaR b AR
il o A —ANEAE AT DU B 2 A R B SRk S DU A

4 JORKERR (32 R0, “w” RRT (16 ), “b” FRTH (8 B, RIFMIIRS—
RS, "SI ALRIEL, "% B A AT A
17 https://zhuanlan.zhihu.com/p/460426074
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" JEE B2tk $xd

Shared Memory Programming Model s

® Asingle process can have multiple, concurrent execution paths Parallel Programming Model

® Threads have local data, but also, shares resources = Parallel programming models exist as an abstraction

m Threads communicate with each other through global memory above hardware & memory architectures

m Threads can come and go, but the main program remains = In general programming models are designed to match
~ to provide the necessary shared resources until the application the computer architecture

has completed # Shared memory prog. model for shared memory machine
~ Message passing prog. model for distributed memory machine

= But programming models are NOT restricted by the

machine or memory architecture
» Message passing model can be supparted on SHARED memory
machine: e.g., MPl on a single server :
. Shared memory model on DISTRIBUTED memary machine:

e.g., Partitioned Global Address Spack -

swn

Paraitel Programming - NTHU LSA Lab 25

IMALESLBUZT, A PRSI TE. Tk 1 ZEIEH pthread &, RJFIz LML E QG ZAE, 5%
LRSS T SEBL J5 JRAE E HOI R S 20 g P s A0 BE, 32 OpenMP.

L}
" EEEEE— " JEE— i
L PESESE . " LB
Shared Memory Programming Model Message Passing Programming Model
= Implementation m A set of tasks that use their own local memory
» Alibrary of subroutines called from parallel source code during computation
+ E.g.: POSIX Thread (Pthread) » Multiple tasks can reside on the same physical machine
~ Aset of compiler directives imbedded in either serial or and/or across an arbitrary number of machines
parallel source code

m Tasks exchange data through communications by
sending and receiving messages (Memory copy)
m MPI APL: Hacneh peenne®

sk 0 sk 1
~ Send, Recv, Bcast,
Gather, Scatter, etc.
I tank | | tank 3 l

Paraiel Programming - NTHU LSALab 27

+ E.g.: OpenMP

XAE SMPM,  FEE N AF R RSB A . 53— MORAT R Mpl, SRV BIEE R XA B
A — AN LRI E N AE AR, B L R Mem copy SR Bt il 5 B AR N A . MPIL
IFREAE T EA T2 E] 12 13 AP MBI, FEMZESEIERT, e ARy .

" JEE——— LEN S
Shared Memory vs. Message Passing XA S A R . B
. OpenMP X A% [ A5 20 %} S 2 B8
Shared Memory Message Passing %p W, %t f " ity 3 ;D Sy
m Convenient: m Scalable =R LZLiCache : -
~ Can share data structures - |ocality control 58 E "= é H ’ﬂj‘—‘ Ij;‘l E‘];@_E ke mPi
- Just annotate loops » Communication is all explicit in Egﬁy MPI %ET%E*HEE@%%%W
> i d tt N y
'Closer to serial code 'CO e (cost transparency) SHLEE, T OpenMP (g R 5
= Disadvantages = Disadvantage N = Y
» No locality control » Need to rethink entire 5. {HA& OpenMP kAT
» Does not scale application/ data structures % ffl—“" ,‘f—i E{J iﬁﬁ— . JHQE g E]j‘ 1[% %‘3:'3
% Raceconditions » Lots of tedious pack/unpack code NN g
» Don’t know when to say “receive” ? '&l‘[‘m@;&%fﬁ OpenMP+MPI
for some problems MIEEE, X2 HPL BT,
Paraliel Programming — NTHU LSA Lab 28

AIMERR—IRIAE, MKL F I BB iomp, "B W SZHL T OpenMP I, {HRASTF s Fo 144 .
MKL A B YRS .
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1E OpenBLAS 1] kernel #4732 KK 1 SIMD $844E. vfmadd231ps & —MElEFMIE S, BARW 8.

VFMADD231PS DEST, SRC2, SRC3
IF (VEX.128) THEN
MAXNUM <4
ELSEIF (VEX.256)
MAXNUM <« 8
Fl
For i = 0 to MAXNUM-1 {
n € 32%;
DEST[n+31:n] € RoundFPControl_MXCSR(SRC2[n+31:n]*SRC3[n+31:n] + DEST[n+31:n])

}

IF (VEX.128) THEN
DEST[MAXVL-1:128] < 0

ELSEIF (VEX.256)
DEST[MAXVL-1:256] < 0

Fl

VBROADCAST /e NN A7 P S i, Ve e &M it .

VBROADCAST — Load with Broadcast Floating-Point Data

64/32 Bit CPUID Feature

Opcode/Instruction Op/En Mode Support Flag

Description

VEX.128.66.0F38.W0 18 /r VBROADCASTSS
xmm1, m32

Broadcast single precision floating-point element in mem
to four locations in xmm1.

A VIV AVX

|

R, EHEA (add) , load Hidl, eI, HE 1 5. REBAMEE, #2RANPR
TG4 BRIATIN load $8- RLZ U 2} B 1)L, 24F 2 YOIIE2 2R )5 load IE /&6 3 WKINIR 2285 load.
FATIX E ot r] L AR 15T il

Address Source Line Assembly CPU Time: Total CPU Time: Self

XO[ X0O[X0 X0 X0 XO

ox2bd7df @ vfmadd231ps %zmm4, %zmm7, %zmml8 ©.1% 2.890s
@x2bd7e5 @ vfmadd231ps %zmm5, %zmm7, %zmml9 ©.0% ©.750s

ex2bd7eb 0 @dd sexie, %rs o.e% o.340s

ex2bd7ef 0 Vbroadcastsdq (uris), %zmms e.e% e.110s
0x2bd7f5 @ vfmadd231ps %zmm4, %zmm6, %zmm2© ©.0% ©.310s
0x2bd7fb @ vfmadd231ps %zmm5, %zmm6, %zmm2l ©.0% ©.480s

ex2bdse1 o Vbroadcastsdq exs(xris), %zmn7 e.e% e.270s

0x2bd808 0 vfmadd231ps %zmm4, %zmm7, %zmm22 ©.0% 2.190s

©oONDU AP WNE

0x2bd80e @ vfmadd231lps %zmm5, %zmm7, %zmm23 ©.0% 0.620s

-
o

ex2bds14 o Vbroadcastsdq  (%r1s,%r12,1), %zmme 0.0% 0.300s

-
=

0x2bd81b @ vfmadd231lps %zmm4, %zmm6, %zmm24 ©.0% ©.310s

=
=

0x2bd821 @ vfmadd231ps %zmm5, %zmm6, %zmm25 ©.0% ©.330s

-
w

ex2bds27 0 Vbroadcastsdq exs(xris,%r12,1), %zm7 0.0% 0.180s

=
B

0x2bd82f @ vfmadd231ps %zmm4, %zmm7, %zmm26 ©.0% 1.330s

-
u

0x2bd835 @ vfmadd231ps %zmm5, %zmm7, %zmm27 ©.0% ©.440s

-
»

ex2bds3b o Vbroadcastsdq  (#r1s,%r12,2), %zmme @.0% 0.250s

-
~

0x2bd842 0 vfmadd231lps %zmm4, %zmm6, %zmm28 ©.0% ©.320s

=
e

0x2bd848 0 vfmadd231ps %zmm5, %zmm6, %zmm29 ©.0% ©.390s

-
o

ex2bdsae 0 Vbroadcastsdq exs(uris,%ri12,2), %zmn7 e.0% e.350s

)
©

0x2bd856 @ vfmadd231ps %zmm4, %zmm7, %zmm3@ ©.0% ©.670s

21. 0x2bd85c @ vfmadd231ps %zmm5, %zmm7, %zmm31l ©.0% ©.340s

18 https://leria-info.univ-angers.fr/~jeanmichel.richer/assembly/doc/vfmadd132ps.pdf
19 Broadcast CHEASRUE https://www.felixcloutier.com/x86/vbroadcast
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W E [A)HEA S TE HPL 1 BLAS EREATIRALAL ] . HPL EAF K/ DGEMM, ER SGEMM ELAZEALL,
BATATLAFE JG A4 — T HPL. AEAAITRIHLEY |, BLAS JEKJZ T SIMD $54 [ SE- D5 A7l At 3:1. M SC 3 (28]
FEHRHSE T [ 7= H g AL 388 R AT 1 BLAS ARt 7EIX BABMATI TR - DA FE A LU 1:1. AR R, HEiAt
PR 25K ER, TREAR OB B TH B S U AE o] [ A, T A HEAR B SR UE— 2k 1 B AR A
— IR A SE A BN, 345 A 2R K GRS o

M P 2R LK R AE AT i 2 T, 2R LR E L 000 CELFHAT) MIEEME, [RISLIXHFE 148 2 Hifi
SARIFHIIZ R CPU I BEYR, A IRFE[19) P HEAT T LTI A (= h—TF)

2 vmovapd 0 * 8(%%rbx),%%xmm1

3 vrnovapd 2. % 8(%%[]3)(),%0/0)(1’1111’12 VMAD a0,bl,t04,t04

4 vmovapd 4 * 8(%%rbx),%%xmm3 LDDE nbl,5*SIZE (B)

5 vmovddup 0 * 8(%%rax),%%xmmO0

6  vfmadd231pd %%xmm]l,%%xmm0,%%xmm4 H

7 vfmadd231pd  %Y%xmm2.%%xmmo0 %%xmmsS il s g %

VLD nal2,12*SIZE (A)

8 vfmadd231pd %%xmm3,%%xmm0,%%xmm6

9  vmovddup 1 * 8(%%rax),%%xmmO .

10 vfmadd231pd  %%xmm]1,%%xmm0,%%xmm7 VEAD) a4,bl,t05,t05

11 prefetcht0 128(%%rax) VLD nag, i*SIZE (A)

12 vfmadd231pd %%xmm2,%*%xmm0,%%xmm§

13 vfmadd231pd %%xmm3,%%xmm0,%%xmm9 VMAD a0,b2,t08,t08

14 vmovddup 2 * 8(%%rax),%%xmmO0 LDDE nb2 ,6*SIZE (B)

15 vfmadd231pd %%xmm1,%%xmm0,%%xmm10

16 vfmadd231pd  %%xmm2,%%xmmo0,%%xmm]1 VMAD a0,b3,t12,ti2

17 vimadd231pd  %%xmm3,%%xmm0,%%xmm!2 LDDE nb3,7*SIZE (B)

18 vmovddup 3 * 8(%%rax),%%xmm0

19 vfmadd231pd  %%xmm1,%%xmm0,%%xmm13 % VMAD af,b0,t02,t02

20 vfmadd231pd  %%xmm2,%%xmm0,%%xmm14 VMAD a8,bl,t06,t06

21 vfmadd231pd  %%xmm3,%%xmm0,%%xmm15

22 vmovddup 8 * 8(%2%rax),%%xmmo0 E’i :4 :’2 : 25?;09
Fig.6 Code segment of inner-most DGEMM kernel vED 120, 0 ST (R)

Kl 6 DGEMM #0405 Fr Be B g Cas s

Ref, MIANVBEA S5 — A1 A IXH OpenMP R T 32 2R ?

ERRBEE: FUOVERRAR WIS R A LT, S WA ERA 32 MZ, ZSRHEAME
FPe & R T — 1. X5 VR IRAT] OpenBLAS F— M55 i DA ZUEELEAH BLF T 21 R 7= A AH B
B UF 1) driver A1 kernelo {E7E MKL AN S, MKLAEABHA AT LA Shik £, ASHHHOHCEE FEATHLAL AL

P F) [ Rl

FSCE M T —ik OpenBLAS, XA, HAEAEMILLEcHEL T -

enerate complete, starting computation using
ob finished, Analyzing the correctness
ime elapsed: 82.739585 seconds.
our job look like:
M:64000, N:64000, K:64000
Starting Matrix initialization
enerate complete, starting computation
ob finished, Analyzing the correctness
ime elapsed: 83.675808 seconds.
our job look like:
M:64000, N:64000, K:64000
Starting Matrix initialization
enerate complete, starting computation
ob finished, Analyzing the correctness
ime elapsed: 84.081302 seconds.
our job look like:
M:64000, N:64000, K:64000
Starting Matrix initialization
Generate complete, starting computation

M:64000, N:64000, K:64000
Starting Matrix initialization
enerate complete, starting computation

ime elapsed: 83.177541 seconds.

0 GRS, BARZ T CUDA I:

https://www.bilibili.com/video/BV1kx411m7Fk/?spm

BEARIE R REITIE MKL ) 70 £, {HJ2 83 FLIT- 14 gl
ARAEEMBN T . ERBIRBGRIFEZXA RS AT, RELH
OpenBLAS 7E AW k1% . "B PTHEIN N NUMA 15 s A5 402 2k K
T 7R AR

“Ui -t B PR RA T TR R EH &N — MR E
Mo FAMEE, MKL SRR — TR B B, AR gy i
W RBEA ST

id from=333.999.0.0&vd source=4871cfa497362cla843af2ecff18ab7f
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BATRER MKL LA 4 BRH:

HRE A, MNTREAELE, MKLIRME XM G R L1E API2Y, OpenBLAS AT & 2 (FIHES
AFEWBARBIIL) o EREAFE EE R — AN WA BOARRAE R B A, @R B, RS
FERE AT 5893 (AF 0 JuE A7 BARXS BRIT TR A2 , AR BEOR MR S, — i WL A [
HEJ7 252 Cuthill_McKee 51522, AN MKL 7EIX LA /2 38T FEAST (52 [A1 B FIA 2 ML Krylov 1
EelCIBES AWIRr

5 A ERHE ASC BN R AR B URIRATTIT . MKL 28 T S AR /N AR 4 1) ik HE AT 0
S, XA T FFAERIRAT Project2 B Java I IIT, fEF-TRGEHENLAD, &2 HENSRER B L
Ao TN /NHE R, FRATT AR NIRRT DL B MKL (SR I S A Rl o 3RS NI MKL 1]
RE'E H CAE N AR 2 Bk £ 70 SC UL R ERRR 0 IS, S 3R /N B I8 AE A ARSI 1o M T FOR &
Kernel IR/ ABFR S L SCFRATT I B- VU5 4748 2 U A B s 5 O FRATINLER B0 TIR - B EAT I i1 52

Deciding When To Use JIT

Here are some guidelines on when to use JIT, and which API to use:

e If m, n,and k are all small (< 32), JIT is likely to be beneficial if your code will reuse
the generated kernel at least 100-1000 times. The JIT APl is recommended for
best performance, due to overheads in MKL_DIRECT_CALL_JIT.

e If one or two of m, n, and k are small (< 32) and the others are larger,
MKL_DIRECT_CALL_JIT will not introduce much overhead and can be used to
quickly determine whether JIT is useful. If so, you may also consider refactoring
your code to use the JIT API for extra performance gains.

¢ If m, n,and k are all larger (> 32), JIT may provide little speedup to moderate
speedup, depending on the exact problem. Try using MKL_DIRECT_CALL_JIT to
gauge whether JIT is appropriate for your application.

e MKL_DIRECT_CALL_JIT and the JIT API both use heuristics to determine whether
or not to generate a JIT GEMM kernel. MKL_DIRECT_CALL_JIT is more
conservative: it will generate kernels only when JIT is predicted to increase
performance. However, the JIT API will generate kernels unless it is certain JIT will
not increase performance. In Intel® MKL 2019 Update 3, the JIT API will not
generate kernels if m, n, and k are all at least 128.

coime @ cm0ams

@ 8 google.com/search! ulli

Go g\E

%
mkl gemm small mattx

= rachnicah ¥

e
ernel yibrary

Currently, all JIT GEMM kernels are single-threaded. However, it is safe to create, call, and
destroy kernels from multi-threaded code. If you have a GEMM problem where one of m,
n, and k is very large, and other two are small, it may be worthwhile to divide the
problem between multiple threads and use JIT on the subproblems.

E%%i%ﬁ#&ﬁﬁ%ﬁﬁoﬁi@%ﬁ#ﬁﬁ%i%:ng%ﬁ&moﬁﬁ@%%,%ﬁﬁ@o
S H OSBRI 1000 U, HEAUR TR, 322 H A2 E JATH cache hit 2 A2 M B JATHIINEE. 40

RAEFFEIZAE T, MKL S5 RER 2] TINE RIS, BATRT LAY MKL SEEAT 1INk .

KT MATLAB 723 W] EHEAT 7O, AN Bt 43 T RIS ELHCE 2 ik - .

Zi b, I T OpenBLAS R MKL HIF¥Jis 4TI 0] o B 200 1A TR POt e i o AN FRATT HiAh
IR ER SR

XHREE T fif 5 2,
LA . H
RERAE D LI
[A]

xE S IR T
3 HIENET . # R E
figt G 1 A2 T

2 https://www.intel.com/content/www/us/en/developer/articles/technical/intel-mkl-support-for-largestsmallest-eigenvalue-and-sp
arse-svd-problem.html
2 BULA: https://zhuanlan.zhihu.com/p/20506574, #3C: https://dl.acm.org/doi/pdf/10.1145/800195.805928
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KH _ # _
s e KH POSIX  RH B iomp, £
R OpenMP, %% \
B e R e g
%%gﬁ HATW T 2THE/UiAE | 1A JIT Kernel
~
Sy p——
AEFE S s> EF.#, ik £, I
b driver
SIMD AVX2/AVX512  AVX512 AVX512
alpha, - I R
beta AFEE B B

“Revenge is a dish best served cold.”

- Old Klingon Proverb -

Part 5: {LiLBE=E Chapter 5: KILL BILL

TR 5 MBARERE, FATTE XS EERAERE AL, 73 75)%F OpenBLAS Al Intel MKL A bk . BATERIAE
H SRV AF-TH P, AT RELEAZBUR VA7 0 B b o TR i A48 o B B A 1 Jy >R T CPP github appendix ppt.

5.1 % 16 x 16 Vernita Green

XANFEREAR S /N, BT B F ST AR HE 7T, AR F 005 30t 2, B4 AR I v] LUK 1
To MBONTEN, BAMEH SIMD $54 . X BIRRMWIAT TR, H AVX2 ik 2 AVX512 iF . K4
& AVX2 PERETEfE.

JERHIBMAERFRATTUE , AR 1 AVX512 $8 4 5287 SR A —FE 1 . AVX512 524542 Intel 32 H 1,
AR T8 — MR TG . 7E AVX2 FRBEA E A AR AR R R . BE LA FMA oG CGRRFR R mfs 4 1R
J6) [ B FEHRRI N T — %, Bt DAAE RSB0 A P mT DAFT 6 8 IROVURS BE AN 16 IR R BEVE RIS . {H& AMD
/7 AVX512 $5 4 H SR FEM S AVX2 B EPHESCILN . IXER 0 FIPERE A N2 T DU — AN XS B .

void SGEMM_AVX2(int rowsl, int cols2, int colsl, float *A, float *B, float *C) {

(inEi=N0;8i rowsl; i++) {
int j 0; Jj cols2;
__m256 sum = _mm256_setzero_ps();
(int k = @; k < cols1; k 8) {
__m256 a = _mm256_loadu_ps(ZA[i cols2 k1);
__m256 b = _mm256_loadu_ps(&B[k cols1 315
sum _mm256_add_ps(sum, _mm256_mul_ps(a, b));

_ m128 suml28 = _mm_add_ps(_mm256_extractf128_ps(sum, ©), _mm256_extractf128_ps(sum, 1));
sum128 = _mm_hadd_ps(suml28, suml28);

suml28 = _mm_hadd_ps(suml28, suml28);

C[i * cols2 + j] = _mm_cvtss_f32(suml28);
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5.2 M 128 x 128 O-ren Ishi

128 K/NAEFEZ IR, 14 H AVX512 $84 ST UT . [FIRT, K j A1 i B3, 3800 1 B 45F%E 1) Cache
hit (2 (RN D, MHEZHARR[UESFAD  AZ(EH openMP, AN L1 Cache K/
& 1.5MB, JEIRATEE T A 3T (64kb)

void SGEMM_AVX512(int rowsl, int cols2, int colsl, float *A, float *B, float *C) {
(int j = @; j cols2; j
int 1 = ©; 1 < rowsi; i

_ m512 sum = _mm512_setzero_ps();
(int 1 = @; 1 < cols1i; 1 16) {
__m512 a = _mm512_loadu_ps(8A[i * cols2
__m512 b = _mm512_loadu_ps(&B[j cols1
sum = _mm512_fmadd_ps(a, b, sum);

}

_mm512_storeu_ps(&C[i * cols2 + j], sum);

Cache (e.g. Matrix Addition) PeriXLab

¢ i-j loop is faster zor (size_ti=0;i<n;i++)
> 2D arr.ay in C . for (size_tj=0;j <n; j+4)
» Inner j loop: continuously {
memory access CLillj] = ALI(] + Bl
» Cache higher hit rate
v’ Matrix element is already in }
Cache

for (size_tj = 0;j < n; j++)
{

for (size_ti=0;i<n;i++)

{
CLi1L1 = AfilG] + BIilG]
}

5.3 M 1K x 1K Budd
1K*1K FORERE R Z) &5 H 3.81MB, Ui fA-1TH R BT R AR T #8804t BI6E M Z 0T RME 2 3-4 M. &
148 OpenMP+1E A i FF o 1 -

void SGEMM_AVX512_32_Kernel(int rowsl, int cols2, int colsl, float* A, float* B, float* C) {
omp parallel for
(int i = 0; 1 < rowsl; i++) {
int j = @; j < cols2; jJ
__m512 sum@ = _mm512_setzero_ps();
__m512 suml = _mm512_setzero_ps();
__m512 sum2 = _mm512_setzero_ps();
__m512 sum3 = _mm512_setzero_ps();
(int k = @; k < colsi; k 32) {

m512 a0 _mm512_loadu_ps(RA[i cols2
m512 al = _mm512_loadu_ps(&A[i * cols2

m512 be _mm512_1loadu_ps(
m512 bl = _mm512_loadu_ps(

m512 temp® = _mm512_mul_ps(a@, be);
m512 templ = _mm512_mul_ps(a@, bl);
m512 temp2 _mm512_mul_ps(al, bo);
__m512 temp3 = _mm512_mul_ps(al, bl);
sume mm512_add_ps(sum@, temp®);
suml mm512_add_ps(suml, templ);
sum2 mm512_add_ps(sum2, temp2);
sum3 mm512_add_ps(sum3, temp3);

}

_mm512_storeu_ps(&C[i * cols2 + j], sum@);

_mm512_storeu_ps(&C[i cols2 j 16], suml);
_mm512_storeu_ps(&C[i cols2 3j 1, sum2);
_mm512_storeu_ps(&C[1i j + 48], sum3);

D3RRI H A 32 ZAE TSR AR S MV B, LE S PR AE AT Ay & I Lk A RS A /] LLZEAN 7] 4%
WIFATIEAT . R AT DAY 90 SCAEM ) a] e
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5.4 T 8K x 8K Elle
BT RATBIE &K, Vit E R P argk s R AR . BANIFEELZ . Wik, RIT2ZRHFE L
HIE A T A%

1. void SGEMM_AVX512_256_kernel(int rowsl, int cols2, int colsl, float* A, float* B, float* C) {
2. #pragma omp parallel for

3. for (int i = @; i < rowsl; i++) {

4. for (int j = @; j < cols2; j += 16) {

5. __m512 sum@ = _mm512_setzero_ps();//16

6. __m512 suml = _mm512_setzero_ps();

7. _ m512 sum2 = _mm512_setzero_ps();

8. __m512 sum3 = _mm512_setzero_ps();

9.

10 __m512 sum4 = _mm512_setzero_ps();//16

11 _ m512 sum5 = _mm512_setzero_ps();

12 _ m512 sum6 = _mm512_setzero_ps();

13 __m512 sum7 = _mm512_setzero_ps();

14.

15 __m512 sum8 = _mm512_setzero_ps();//16

16 __m512 sum9 = _mm512_setzero_ps();

17 __m512 suml® = _mm512_setzero_ps();

18 __m512 sumll = _mm512_setzero_ps();

19.

20 __m512 suml2 = _mm512_setzero_ps();//16

21 _m512 suml3 = _mm512_setzero_ps();

22 _ m512 suml4 = _mm512_setzero_ps();

23 __m512 suml5 = _mm512_setzero_ps();

24.

25 for (int k = @; k < colsl; k += 64) {

26 // Load columns of A

27 _m512 a@ = _mm512_loadu_ps(&A[i * colsl + k]);
28 __m512 al = _mm512_loadu_ps(&A[i * colsl + k + 16]);
29 __m512 a2 = _mm512_loadu_ps(&A[i * colsl + k + 32]);
30 __m512 a3 = _mm512_loadu_ps(&A[i * colsl + k + 48]);
31.

32 // Load columns of B

33 _ m512 b = _mm512_loadu_ps(&B[k * cols2 + j]);
34 __m512 bl = _mm512_loadu_ps(&[k * cols2 + j + 16]);
35 __m512 b2 = _mm512_loadu_ps(&[k * cols2 + j + 32]);
36 __m512 b3 = _mm512_loadu_ps(&[k * cols2 + j + 48]);
37.

38 // Perform matrix multiplication

39 __m512 temp® = _mm512_mul_ps(a@, bo);

40 __m512 templ = _mm512_mul_ps(a@, bl);

41 __m512 temp2 = _mm512_mul_ps(a@, b2);
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42.
43.
44.
45.
46.
47.
48.
49.
50.
51.
52.
53.
54.
55.
56.
57.
58.
59.
60.
61.
62.
63.
64.
65.
66.
67.
68.
69.
70.
71.
72.
73.
74.
75.
76.
77.
78.
79.
80.
81.
82.
83.
84.
85.
86.
87.

_ w512

_ w512
_m512
_ w512

_m512

_ m512
_ w512
_ m512

_ w512

_ w512
_m512
_ w512

_ w512

sum@ =
suml =
sum2 =
sum3 =
sum4 =
sum5 =
sumé =

sum7 =

sum8 =
sum9 =
sumle
sumll
suml2
suml3
suml4

suml5

temp3

temp4
temp5
temp6

temp7

temp8
temp9
templo

templl

templ2
templ3
templd

templ5

_mm512_add_ps(sum@,
_mm512_add_ps(suml,
_mm512_add_ps(sum2,
_mm512_add_ps(sum3,
_mm512_add_ps(sum4,
_mm512_add_ps(sum5,
_mm512_add_ps(sum6,

_mm512_add_ps(sum7,

_mm512_add_ps(sums8,

_mm512_add_ps(sum9,

_mm512_mul_ps(a@, b3);

_mm512_mul_ps(al, bo);

_mm512_mul_ps(al, bl);

_mm512_mul_ps(al, b2);

_mm512_mul_ps(al, b3);

_mm512_mul_ps(a2, bo);

_mm512_mul_ps(a2, bl);

_mm512_mul_ps(a2, b2);

_mm512_mul_ps(a2, b3);

_mm512_mul_ps(a3, bo);

_mm512_mul_ps(a3, bl);

_mm512_mul_ps(a3, b2);

_mm512_mul_ps(a3, b3);

temp®) ;
templ);
temp2);
temp3);
temp4);
temp5);
temp6) ;

temp7);

temp8);

temp9);

_mm512_add_ps(suml@, templd);

_mm512_add_ps(sumll, templl);

_mm512_add_ps(suml2, templ2);

_mm512_add_ps(suml3, templ3);

_mm512_add_ps(suml4, templd);

_mm512_add_ps(suml5, templ5);

// Store the results in

_mm512_storeu_ps(&C[1i *

_mm512_storeu_ps(&C[1i *

_mm512_storeu_ps(&C[1i *

_mm512_storeu_ps(&C[1i *

_mm512_storeu_ps(&C[1i *

_mm512_storeu_ps(&C[1i *

_mm512_storeu_ps(&C[1i *

_mm512_storeu_ps(&C[1i *

cols2

cols2

cols2

cols2

cols2

cols2

cols2

cols2

jl1, sume);

j + 16], suml);

j + 32], sum2);

j + 48], sum3);

j + 64], sum4);

j + 80], sum5);

j + 96], sumé);

j + 112], sum7);
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88 _mm512_storeu_ps(&C[1 * cols2 + j + 128], sum8);

89 _mm512_storeu_ps(&C[1 * cols2 + j + 144], sum9);
90 _mm512_storeu_ps(&C[1 * cols2 + j + 160], suml@);
91 _mm512_storeu_ps(&C[i * cols2 + j + 176], sumll);
92 _mm512_storeu_ps(&C[1 * cols2 + j + 192], suml2);
93 _mm512_storeu_ps(&C[i * cols2 + j + 208], suml3);
94 _mm512_storeu_ps(&C[1 * cols2 + j + 224], suml4);
95 _mm512_storeu_ps(&C[1i * cols2 + j + 240], suml5);

5.5 i 64K x 64K Bill
XFFIXFhK BOSS, FRATH & & BT -5 A K IEBIREUY o i Frh AT EUR ] BE M U5 A7 I AR
AlRENRD . R, AT PR ARk, A AMZH TR, R e

] snioop et ]

e e
C A B
+=
I 4% loop around micro-kernel ‘ Loop 5 for j.=0:n—1 steps of n,
S Je=jec : jetne—1
c A, k;.i B, Loop 4 for p.=0: k—1 steps of ke
Po=pc : pethe—1
+= B(Pe, Je) — B // Pack into B,
- Loop 3 for ic=0: m—1 steps of m.
) : i Le=ic tdctme—1
| 3% loop around micra-kenel PackB, 58 | A(Ze, Pe) =+ Ac // Pack into A.
1 1 /[ Macro-kernel
Ci [ me me {|A - Loop 2 for j.=0:n.—1 steps of n,
+= Tr=jr : jrin-—1
- Loop 1 for i, =0: m.—1 steps of m,
Pack A4 T=ip t ipdme—1
2100p around micro-kemel = /[ Micro-kernel
F 3 Loop 0 for kr=0:kc—1
C ”-{ 0T, T2)
+= Ac(Zr, kr) Belkr, Tr)
endfor
11o0p araund micro-kemal |— endfor
i ) endfor
endfor
Updata €, += endfor
| microrkernei ["iero-kernai |
[} mammzmnry
B 03 cache
= zace + = I
= e -

X A AN ) B i, FATTR 1% H 2 K Macro Kernel B Micro Kernel? 34112448 7] UL B & &S84T
TRRER AL . —Fh 2T T 1 B 3R ik B SCE A o ATTE Kernel RISV SR LFIEE, 2R )5 3E
TR, BEE AR TR sS4 [792,822,8628].

Start
- forj, =0, ..., n=1 in steps of n, Kkemnel
forp, =0, ..., k=1 in steps of k, Outer-loops
K g[lil:[::l‘l:l‘l?!:‘al Bp.:p.+k-1j.:j.+n-1)>B, forj=0,...,n-1in steps of m, Pemel
fori.=0, ..., m=1 in steps of m, forp=0,... k=1 in steps of | Packing B
Caleulate population |, New population < A it m=Np:p +h=1)> 4, B(p.j :j+ 1= Braes
fineas for j,=0,....n~1insteps of n, Inner-loops | [fors, =0, ..., n-1insteps of n, Inner-loops
! for i, =0, ..., m~1 in steps of m, for i, =0, ..., m=1 in steps of m,
w N"~H5c|mmu] ] ’H““““‘ w[ I _[ le.mnnI ] for p, =0, ..., k-1 in steps of | forp, =0, ..., k=1 in steps of |
Ce(i, 2 i, + m~1, . :j, + n-1) Ci,:i,+m-1,f.:j, +n-1)
'Yus b= AL, i, .,,,-|,,) r= A, 11, +m-1,p)
* Bp,.j,:j+n-1) * Bondp, o J. i J. + n-1)
Fig.4 Generic algorithm flow chart Fig.3 High performance GEMM algorithm of big and little kernels
4 SRR E B3 @tEfE GEMM K kernel S35 M7 kernel $i%
1. #tdefine BLOCK_SIZE 256
3. void gemm_avx512(int M, int N, int K, float *A, float *B,float *C) {
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#pragma omp parallel for

4

5

6. for (int j = @; j < M; j += BLOCK_SIZE) {

7 for (int i = @; i < N; i += BLOCK_SIZE) {

8 for (int k = @; k< K; k += BLOCK_SIZE) {

9

10. for (int jj = j; jj < (j + BLOCK_SIZE); jj += BLOCK_SIZE) {
11. for (int ii = i; ii < (i + BLOCK_SIZE); ii += BLOCK_SIZE) {

12. for(int kk = k; kk < k + BLOCK_SIZE; kk += BLOCK_SIZE){

14. SGEMM_AVX512_256_kernel (BLOCK_SIZE,BLOCK_SIZE,BLOCK SIZE,

15. A+ ii+ kk *M, B+ kk + 3j * N, C+ ii + jj * K );

8K, WRIRATH CUDA, %82 GPU T4, XFT CUDA, AR LA%u%E—> CUDA iz k%, A5
ATV . GPU IR SIMT, IR 2 4FE. X —2%484, GPU KB 2 N RATZ AT EIMIHE sMm,
Fa 2 N RFEHAT 5. PR SIMD #HEL, SIMT BERS/E LR AR ERAR 2 (RHER LA E 47— 28, [0 48— R 3AT]
W NI S 0 0 J T F 48 2 B HER TAE, JLSeA Bt &4 BB R I A 5 2 11 CPU REATIRATNAE 2. 1M
SIMT 3t { T SR 4, JFRZRFERIAT, HRIR 2 (R AT LML, B mT DU 2 il . 2

Application

CUDA Libraries
(cuda cublas cufft)

l

vector B | 8{0] | 8l1) | 812) | | BIN-1) ‘ CUDA Runtime API ‘

! ‘ L ]

l CUDA Driver API ‘

| | | :
P i P .
i | GPU |

1.

2. __global__ void matrixMultiply(const float* A, const float* B, float* C, int width) {
3. int row = blockIdx.y * blockDim.y + threadIdx.y;

4, int col = blockIdx.x * blockDim.x + threadIdx.x;

5.

6. float Cvalue = 0.0f;

7. for (int k = @; k < width; ++k) {

8. Cvalue += A[row * width + k] * B[k * width + col];
9. }

10. C[row * width + col] = Cvalue;

11. }

23 7F (CUDA C Programming Guide) %% 135 TUXt SIMT A& FEAHI A4
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TAMEFE RN, X BRI ARG S, R GPU HIVERER, FRATIE 7 BT
AW, 175 (CUDA C Programming Guide) HLmtf IRUFI M4, H AL H AR R 3EA 2 —3
FIFH Shared Memory FERUIFIEIR . EHETT. IR S, WOk, B2 “THHE-UifF” 1k,
Fhh, B BRI SR RA T GPU Kernel B ECELERFRATI ) GPU AHXTRZ. LL 4N A100 (1) 108 /> SM ER
FA'1 2080TI 1) 68 4> SM B b AUTE L FEALAY EREATIX 4o [FBS SM PIEE FP16+ FP32. FP8 HER A= %8 B
ANE], G ARSI 20 PR BIX — p

HEAE M RS A SCEE [31[51(8145 H, A ATTFE BRATI T B () BT AR GPU (3R A |, X2 GPU
2 AT T EIRARAL . BN SCER[B)TE R T — AN R R & FANEAESE HPCX, T NVIDIA B
T HPL EEAEDIR ((H2 70.0%M00F s8R ST AR T, RAEFRATTIATE 3 B B IR 45 RAE 73% 444,
AR S T LA T, BUAE NVIDIA 24.03 BCAS I HPL FTRERE 3K 1) Al T 3L A — M4k 7 1t 50K
WAL 515040, R GPU [ “Fai” ZEihE .

[ b 2%
thread 0 (PF&PB] PF&PB [(PE&PB]
7" hnid 2%
thread 1 & stream | [PCTE PClel [PCle PCTe [PCTE
thread 2 & stream 2 00 00DoOo gooooooo
Mol e I A
3
¥
Fig.3 HPL multithread fine-grained parallel algorithm flow
[§ 3 HPL % LR Fea 7 Bk in i 18
Part 6: HEEML Chapter 6: DJANGO UNCHAINED

FAIHE €S205 Server FRJiF B _F il . €S205 Server 25 40~ o AT A B 3L A H#/EER OpenBLAS 364+ .
64K * 64K FIAE FEMNAA LT ik, DRI A #EAT .

TEAERE B2 Z 2K A A T4 BRI A IR Y . LI SRS 7E T, AT BEHGFE T 5
BCrESEE 7T i b (R BERIXFE, BRNLIL Rk T —H a0 LR e

CS205 Server
1.2
1
0.8
0.6
0.4
0.2
0 —
16x16 128x128 1Kx1K 8Kx8K
M ntel MKL 0.508921 0.600102 0.745422 1.068
M OpenBLAS 0.0000114 0.0008077 0.01425 0.520062
M Plain 0.000004 0.004714
Improve 0.000005 0.000174 0.006989 0.434338

B Intel MKL B OpenBLAS M Plain & Improve

24 FRPGES ], BATAT LB FIX R S https://zhuanlan.zhihu.com/p/410278370
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BTATATEAAH numactl -c 742 E NUMA 15 s 45449 :
= e
available: 2 nodes (0-1)
node 0 cpus: 6 1234567 89 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31
node 0 size: 257332 MB
node 0 free: 245606 MB
node 1 cpus: 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 58 59 60 61 62 63
il
il
d

node 1 size: 258038 MB
free: 252969 MB
istances:

node

HIHL XA NUMA, AT AT DAE 73 BRI i ] DAY 70 B A B B, SRS FEEE TH5E0E ?
WRBIXREDAAEIEE AL, XFOGER T 53T R L, Bk e EE

FAIBAE 38 BRI EHEAT TR, JAEE R h

Problem Size OpenBLAS Intel MKL plain IMP

16x16 0. 0000155 0.0220675 4. 50E-06 0. 000003
128x128 0.000387667 0. 0405615 0. 0030525 0. 000157
1Kx1K 0.0104858 0.073802 1. 52862 0. 002346
8Kx8K 0. 330365 0. 450339 0. 066904
40Kx40K 21. 593331 18. 137117 24. 063801
64Kx64K 83. 4281 713537 97. 4437

ot38

O IMP [ plain 1 OpenBLAS [ Intel MKL

S |
64Kx64K

I — |
40Kx40K

I

e —
1Kxdk

e S |

————— = Ty

e ———— E—|

-_-—

ATLAVE t, 7R A SRS/ T 8000 B, FRATHIE BE A EIZ ST MKL T OpenBLAS 1] (A BT IIT
MWD, ANIAERBLER] 40K 2 J5, BATHIHFFS AT ITUG TS, OpenBLAS H | FATT (W HEZ HH
T WATRIBATE B REA EAEAATT R . A4 NEFER 2, OpenBLAS [ 83 #0/21.59 #2145 T 3.863,
MKL () 71 #b/18 #22055 T 3.934, AT KMERLE 4.05 7247, XAERKIE L ReiE3Z .

BATRIREFPAE AT LB A, KR 7 IR RIBENLILHAERE CLAL, Fo T AR AE 62-64 #£.

31



(©) Effective CPU Utilization Histogram &

This histogram displays a percentage of the wall time the specific number of CPUs were running simultaneously. Spin and Overhead time adds to the
Idle CPU utilization value.

E 5! 5!
505—1._3 = Tl
2 g g
a = =
405 & =1 =1
] S =
2 | aél
ol s |
30s Q| F
2
3| |
o
| =
20s il |
ol |
gl |
10s + G|
>
<|
0s - T +- T T T T
0 10 20 30 40 50 60
Id| Poor

B

Cimultananiichs | ilizad | amical £DIle

FEHAEMZL, HAIRTEBRICRwIES 25, i85 OpenBLAS —FEIMEI Vi FHE 4 IR HIE LR
BT WRMET, BIAHATRERNSHE ARG . HANEHE —A A2, RERTREX T 64 11
WAL BRATMZREOL A 5N T o BAISOZE L RIS RIF, HRIRA1LHIE 2] OpenBLAS {1 JLT47T
AVX512 fif & —FF .

0x400f40 Block 10:

0x400f40 vmovupsz 0x80 (%rax), %zmml 0.2% 2.748s
0x400f47 vmovupsz  (%rax), %zmm5 0.1% 2.140s
0x400f4d add $0x100, %$rax 0.5% 8.040s
0x400f53 vmovupsz -0x40 (%rax), %zmm0 0.0% 0.010s
0x400f5a vmovupsz  (%rdx), %zmm3 0.5% 7.970s
0x400f60 vmovupsz -0xcO (%rax), %zmmd 10.8% 172.943s
0x400f67 vmovupsz 0x40 (%rdx), %zmm2 0.8% 12.330s
0x400f6e | | add %rdi, srdx 73.4% | 1174.911s
0x400f71 vfmadd231lps %$zmml, %zmm5, %zmml8 0.1% 1.190s
0x400f77 vfmadd231lps %$zmm3, %zmm5, %zmm20 0.1% 2.020s
0x400f7d vfmadd231lps %$zmm0O, %zmm5, %$zmml7 0.9% 14.500s
0x400f83 vfmadd231lps %$zmm2, %zmm5, %zmml9 0.6% 9.240s
0x400f89 vfmadd231lps %$zmm3, %zmm4, %zmmlé 3.6% 58.096s
0x400f8f vfmadd231ps %$zmm2, %zmmd, %$zmml5 0.1% 2.230s | -
0x400f95 vfmadd231ps %zmml, $zmmd, %zmml4 1.0% 15.607s
0x400f9b vimadd231lps %$zmm0, %zmmd, %zmml3 0.0% 0.050s
0x400fa1 vfmadd231ps %zmm3, $zmml, %zmml12 0.3% 4.470s
0x400fa7 vfmadd231ps %$zmm2, %$zmml, %$zmmll 0.1% 1.420s
0x400fad vfmadd231ps %$zmml, %$zmml, %$zmm10 0.7% 10.960s
0x400fb3 vfmadd231ps %$zmm0, $%$zmml, %zmmé 0.0% 0.020s
0x400fb9 vfmadd231ps %$zmm3, $zmm0, %zmm9 0.4% 6.300s
0x400fbf vfmadd231ps %zmm2, %zmm0, %zmm8 0.1% 1.280s
0x400fc5 vfmadd231lps %zmm0O, %zmm0O, %zmm7 0.7% 11.720s
0x400fch cmp %rax, %rsi 0.0% 0.030s
0x400fce jnz 0x400f40 <Block 10>

[Thread v|

Il Effective Time ) : .
I Spin and Overhead ... Vectorization: 99.7% of Packed FP Operations |

Instruction Mix:

CPU Time
[ wa CPU Time SP FLOPs: 100.0% of uOps
i=phlendiOreibeadi DP FLOPs: 0.0% ofuOps
x87 FLOPs: 0.0% of uOps
Non-FP: 0.0%  of uOps

FP Arith/Mem Rd Instr. Ratio: 3.950
FP Arith/Mem Wr Instr. Ratio: 35.067

BHEIEARNAZ, AT cPU JEA LMz 17, RAEDEME O N4 H I Spin time. AR
) cPl AEH =, A F| T 1.96, XMiZZ SIMD FE2 FEN . EHERERE AN, i@ load 54 CPI
KMEFE 0.5 7247 (Project2) , 7E AVX512 $84 2 J5, AT 16 %% float —X TN, BRLVEREM IIE 1T REAE
4 f5IEAT o FHANAT LA B, FRATH“ T S-U5 47 " LU #E 3.95, /2 4 224, IX BLiA W %}t OpenBLAS
) 2:1, WAFIERGMAKIT A, BWAHENTES, 2V, BEERIRCRIES.
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i[m]; i[m];

Elapsed Time : 81.519s SOCKET 0 SOCKET 1
. Average Physical Core Average Physical Core

SP GFLOPS 429.118 Utilization @ : 28.2% (9.009 Utilization © : 30.7% (9.822
DP GFLOPS @; 0.000 out of 32) out of 32)
x87 GFLOPS @: 0.000
CPI Rate @: 1.958 &
Auerage CPL Frequeney 23 2.5 Ghiz NUMA: % of Remote UPI NUMA: % of Remote
Total Thread Count: 64 Accesses @ : 21.6% Accesses @ 1 1.7%

A — /MR S 2, RATVERKEMERE T NUMA 5800 B0 8% 10 M, XTI
e i, WRIHH T —> SOCKET, W] REUAE #iER OpenBLAS —FEER T, FACFX W ARH 1B
AR BEARE RG V6, BN AR R R E 22 38 IR S 286 64 %, R HET 24 1%, 1 Isf
R RG A TS T NUMA 75 /5. 1%, — 5852 1BM ¥ & 1 A8 R ALK R AL ER i oo 95 508 FE AT 78 )
E!

FADBE ] LA 2 it . PEanxt T Linux #4E 240, FRATTATRE AT LA A Rocky Linux. AHATTX 2675 LA
J A REIE 12 EL Ubuntu BEINS R, FRATTAT LSOOG B ML S5 55 . 4R 0 70 1 R 40 4804 (1) e v i
ANATR, R B AR TR R

PATETT LR 2 (9 7047, LLanFRATT AOAZ B BRI AT, FRATTI 48 &4/ B AR HE 2 4, TATIMAE 2RI cpu
i [A] /28 CPU B (A5 5E, RIVRBATM VIR, THEEE, HEIFH, 58— 504 5e 5 1 irAh
iR

IR B GE RE 2 1) . RN THER O A TES RS @Y A, 2 T —A10REm
ok U UO TR 38 B A o0 A T D% 16.826W, HHLEZ) 192TwWh, (HHE A S RIE 5%, F 2023
B, THE AR E R R R B 95 E At S H e E K 10.9%-11.9% (LA 2023 SEHEHAE) 25, FTLLRFK R,
BATAMLEH R, EEERE R, BI&ER.

AR AR IE IR FE T LU ZGEMM 1, THEREL,  SRJE SRIEM B B A . XA TR
FBIHFEM B BB RN, & Fortran B, FRATHE H O Fortran 2258 1, S5 5B RIS 1. FRAE
% )E A UT R AP, XFERLREE X T .

TE ASC LRI i, AR AR 2 AL T R XA api: call ZGEMM, R JEHEIXA™ api &3 1 il
fITH O 1 GPU BLAS . FRJE 4B 7 STIXE @ [F 5. A REERE, RWBIEFEHIR. REAEE—
I 16) A X SR R AT R RE A0 0T, R B IX B G ARERT o . RIS, B KARATTS 7 — S EBE APL AN F
FEFE KN, 4EiF5E 0B E] OpenBLAS. MKL. cuBLAS . FAEHRATHES —A, NREATKIZWAFKIE
FH .

Ant, XL, HinlReEE YT ...

subroutine mat_mul(nmatdim,A,B,C)

use para, only : Dp

(in) :: nmatdim

(Dp) :: ALPHA
(Dp) :: BETA

(Dp), :: A(nmatdim ,nmatdim)
(Dp), :: B(nmatdim ,nmatdim)
(Dp), :: C(nmatdim,nmatdim)

call ZEEM('N', 'N' ,nmatdim,nmatdim,nmatdim,ALPHA, &
& A,nmatdim,B,nmatdim,BETA,C,nmatdim)

return
end subroutine mat_mul

3 R EANY: https://xueqiu.com/4545671674/287082337
TIHAE 307 :  https://www.mordorintelligence.com/zh-CN/industry-reports/north-america-data-center-power-market-industry
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Part 7: BLAS. HPL. Ef4g8i+E Chapter 7: SIN CITY

P b [ A X A7 3 S A el A K 4 S B T Jack Dongarra, i PERETTHEL HPC S B3 . 351
— RANEERBUERAETE , MPI, BLAS, LINPACK, LAPACK, &A T4 Ktk RESE T M. il
THE AR EEZ R —, #E GEMM.

Jack Dongarra EA I - Fr Bt S 7 HPL. HPL (The High-Performance Linpack Benchmark) &l 5
PERETH AR RGVF RUMERE R MERE /7 o HPL I 0 s M Re TH LSRR A = TV e iE SR — oo N IRB 5 2
PEREOT RIS, PPN Sk RETH SRR BEBUPE RUTE LR 7). H T TH ST 500 8 AR (Top500 list),
e tZ R HPL 125 AT Bt o
® e.. £
2500 CERTIFICATE

Southern University of Science and Technology, China.

S

T AT AR R AR T RNV AD TT DA SE T A SR, R B T A RN S s A . FRARTR
MUBAE Z TSRV R AERD A) LSS P v SRS, B CPU I AR E . BIRTE R =CPU E
AX CPU 124 X CPU R FA BAHAAT V7 m I8 IR AL

Jack 3L E[PHR TR HPL T sE Ak JE, DLRCRKRIEE .. 4K HPL B Wi GPU ¥ Kk & i & M)
S RGN, 15 GPU IE J5 TH R FOZ 8 AR fllol i B 2L . M ARTE /N UBLAE B L AR B, cPU 17548 LLIEIR
T HEME NPU. DCU 4R RS I, BRI HEATEN ARG S HINES
FEIAE1L

SCER 6] VF 2 I B VTSN AT TR, R R e R R AT T RIS R

Jack 25 R —HfLHA 2 BLAS B2 E UK . BLAS (basic linear algebra subroutine) & — &R 413
ALEPEREE F R B8 D ArdE. X EPLHEREE H2 R R EN LA G . BLAS # ZH TR
THERI TS . R S s 5 A, BIEIRA A B BLAS 4211, BT @t i BLAS kst
By Can Matlab HSFHHEREIEED o

Jack MISEIR=HH T % —4> BLAS: Lapack. ‘Es&H1ZALHI Fortran H 1, {H& W4 ATA LG 2K DL
BEIGIEER T MKL 5555 4

Jack IR FE T MPIFRERT—HEN, Al T A m ke TH R OUR AR R BTk, S —MER

TR A K B SN Cray CHERIEAE —MERKI AR 2T o Jack Dongarra H T4t K58 Hi 5
BR, 7E 2021 4E3RAF VIHRENLEIR K. SCE[20]UFE T AR LRI AR
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—E TIRAEEE, M, MEEMZHIES
ASC22-23 [AlfZ.3% — Aethoce’ s Blog

ASC24 732 884l

ASC24 Award Ceremony

mrbiEs — ==y

Southern UI'IIV;' |:|f . |
Scierne and Te /e gy = | i =~ ” Fll'at '.ZE'

s gEn %

18
L"z Sodw ww

BRIGIRZEAMA, REBFEBZIK! 77

BRI A TP RN RERNT TEg WAZINKER  + YWlRkE LigRHR )

26 https://mp.weixin.qg.com/s/s4GBsmvXmFVIrrWsXra3nA
7 R R CHSE R RS 2C e 897073438, all are welcome!
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Part 8: 245 Chapter 8: INGLOURIOUS BASTERDS

FATAFEE PR32 LA 2 OpenBLAS. MKL 4T T — @ MM E AR 70 . FATIEH T H 210 SGEMM Bk, FF
E— R bRl TIX AR . (R ER R RERATE A, BATEHFRKIRZ M EE. FFER,
WHEE ST, % GPU 1243, IRIAEEIRIE. CPU IR GPU #i/2 —BELHHEE, Xt TR 10 27 ma H 3%,
TIN5

“EMES, BEHEBZLUIK! 7

TE! BEBEARET! —ASC24 MR KBER
(®) 6351 () 12 2024-03-20 01:12:07 O RE(EHISH, ZILiEH

- |
—

= |

|

SUPERCOMPUTER

Eg Nib

&

» SR IRV T ——ASC24 FERIHEE PN MERFE I bilibili
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